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Abstract—This paper explores the problem of seeking a
wireless ultra-wideband radio-enabled physical package in a
cluttered environment using a mobile robot. We enable a robot
to navigate (using LiDAR and wheel odometry measurements) to
a physical package by continuously calculating the distance from
the package (using UWB-based wireless ranging). We assume
no explicit support from the surrounding environment where
the package is present and, therefore, intend to perform this
package-seeking using sensors on the robot and a UWB-wireless
radio installed inside the package. We expect such a system to
be used for high-value packages or packages with perishable
contents. The technical innovations in this paper stem from
the robot utilizing its own movements and continuous distance
measurements with the UWB inside the package to localize the
package and then seek out an approach path for autonomous
navigation using LIDAR. We demonstrate our end-to-end robotic
system using real-world experiments with varying levels of clutter
and navigational complexity.

Index Terms—UWB, Packages, Object Finding, Object Seeking

I. INTRODUCTION

With the introduction of “Nearby Interaction with UWB”
in Apple phones and watches [2], manually finding a nearby
AirTag becomes straightforward. In this paper, we wonder,
how would a robot seek and find a tag? We motivate this
problem from the perspective of locating a shipping package
in a large space. Package shipping and tracking has seen many
advancements in the past several years. However, the sheer size
of the package delivery problem—millions of packages being
handled by courier services worldwide—makes it impossible
to eliminate the problem of some packages being lost. Losing
high value packages can cause significant monetary loss,
sometimes to the insurer, as well as loss of time and human
efforts. Losing high sentimental value or perishable packages
can cause severe anguish and sometimes even a hazardous
situation. In this paper, we explore a unique solution to re-
trieving high-value packages (used as a generic term to include
high sentimental value or perishable packages) misplaced in
large warehouses or shipping docks. We are inspired by reports
of private individuals tracking their own checked-in baggage
using Apple AirTags [1]. While AirTags can be tracked around
the globe through an ecosystem of connected and geolocated
iPhones, we are interested in a slightly different problem:
locating a lost item within a warehouse or dock. The core idea
in this work is that a wireless beacon stowed inside a package
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Fig. 1: TurtleBot4 and target package equipped with UWBs.

can be “woken up” and then sought by a mobile autonomous
agent (a robot) that goes to the package and picks it up.
Similar to AirTags, we use ultra-wideband (UWB) radios as
the wireless beacon. We propose uFindMe, a robotic system
that is able to locate packages using data from a UWB beacon
placed inside the high-value package and then approach the
package while avoiding obstructions in the path. Note that we
do not rely on the availability of any localization solution from
the infrastructure, but rather just use a single UWB pair—one
device inside the package and one at the robot (see Fig. 1).
This infrastructure-free approach is a conscious decision since
it can be used ad-hoc, in any scenario, when a package is
suspected to have been lost, functioning as follows:

« Every high-valued package will contain a UWB transceiver;
mostly in dormant stage to conserve battery.

« Every few minutes or so, it will wake up and listen to detect
if it is being queried for, or sought. If not, the UWB goes
to sleep again.

« If this particular package is indeed being queried, the UWB
inside the package remains awake and helps guide the robot
to reach itself via active ranging.

o An autonomous robot that is trying to find this package
will perform several two-way ranging measurements with
the package to determine its location. During these distance
measurements, the robot will move in a known prede-
termined pattern to form a ‘“synthetic aperture” providing
different vantage points to localize the package.

o The robot will use LiDAR based navigation and obstacle
avoidance to arrive at the package, once it is localized.

o As the robot moves towards the package it continuously
performs distance measurements to ensure it is on the right



path, since obstacle avoidance can lead it astray.

Ultra-wideband radios can enable decimeter-level localiza-
tion in indoor spaces. One might wonder, in face of such capa-
bilities, why is infrastructure-less localization still important?
Indeed in a standard warehouse, several mechanisms exist to
localize and place/pickup packages. However, lost-and-found
scenarios are special. By definition, they are needed when
other tracking mechanisms have failed. For high-value assets,
it might be worth shipping an asset tracking device inside
the package, which will then help in locating the package
autonomously if it gets lost in transit. We observe that gross
failures in package tracking are rare—meaning, their location
is very likely known up to the warehouse-level. Therefore, we
do not need global positioning, and do not need mechanisms
to communicate with the package across the globe. Within a
warehouse or on a shipping dock, however, when a package
is lost, it can become very difficult to locate. A dedicated
robot that can wake-up the UWB device inside the package
using wireless commands and then seeks it autonomously,
navigating the clutter around it, keeps the solution generic and
independent of the infrastructure.

Another natural question is: why not use passive solutions
which do not require power, such as RFID or simply printed
barcodes tracked by cameras? Our reliance on an active RF
device (UWB that both transmits and receives packets) is not
a lightly made decision, and we are aware of its limitation
caused by battery-life. Yet, in our use-case, we do not see
a viable alternative. First, camera-based solutions do not
work when the shipping labels are occluded and have limited
camera-range particularly in a shipping warehouse. Second,
passive RF solution such as RFID, are very weak when
responding to queries from afar. Furthermore, localization
accuracy for RFID-based solutions, particularly from several
meters away is quite limited. Finally, WiFi based solutions,
even with active probing using WiFi FTM [12], would also
not provide the required accuracy necessary for approaching an
otherwise hidden package. Ultra-wideband radios provide the
right combination of accuracy (10-20cm), range (30-40m), and
power-consumption, making it suitable for our use-case [9].

Whereas the UWB tag inside the package provides a target
destination location for the seeking robot to reach to, it does
not provide a viable path to do so. We therefore explore
using a LiDAR for path finding from the robot’s current
location to the target location inferred through UWB rangings.
The availability of LiDAR allows uFindMe to operate in
completely unstructured and cluttered environments.

Overall, the core contributions of our work are:

1) Infrastructure-free robotic package seeking platform
based on single UWB pair.

2) UWB aided LiDAR navigation correction system for
course-correction as the robot finds a feasible path to the
package.

As far as we are aware, no other work has performed such
infrastructure-free localization and seeking of packages. The
combination of sensors (UWB+LiDAR) combined with the

techniques we use for localization and continuous seeking are
novel in this work.

II. RELATED WORK

Prior literature has indeed explored the fusion of UWB and
LiDAR. For example, [10] develops a system where ultra-
wideband is fused with 2D LiDARs to improve mapping qual-
ity. However, their optimization approach relies on LiDAR-
based loop closure to improve the accuracy of the trajectory
which is generated using odometry and UWB ranging in-
formation. Furthermore, since they use occupancy maps for
navigation, their approach is not infrastructure-free. Use of
multiple UWB anchors forming a multi-anchor co-operative
scheme for localization is quite popular. [15] fuses the laser
scanning from LiDAR and peer-to-peer ranging information
for the simultaneous localization of the robot. Despite being a
promising innovation, this approach still uses multiple UWB
infrastructure beacons for peer-to-peer ranging, whereas our
method requires only 2 UWBs, simplifying deployment in
different settings. Perhaps closest to this work is [6] where
a synthetic aperture created by a moving drone is used to
localize first-responders. However, they only enable localiza-
tion and no robotic navigation is performed, and neither is
odometery or LiDAR used.

Several previous works [3], [17], [7], have used cameras
and various filtering algorithms, such as Fast Sampling Plane
Filtering, geometric filtering, etc., to propose different lo-
calization schemes. However, camera-based systems have a
large computation cost, and cannot alone solve the problem
of locating the target package. Also, camera-based techniques
suffer from low accuracy in low-light, very bright light, and
with obstacles [16].

Overall, this work defines a use-case with wide-spread
applicability using a minimal infrastructure approach. It can
be used on ships, docks, unstructured warehouses, and lost
and found, follow-me kind of systems with very little setup
required.

Fig. 2: Experimental testbed with clutter between the robot and the
target package.



III. BACKGROUND MATERIAL

This work is based on a novel hardware integration of ultra-
wideband (UWB) radios for ranging with the target using
the IEEE 802.15.4z standard [8] and LiDAR for navigation
and short-range obstacle avoidance. Fusion of data obtained
from these technologies with the on-robot odometry readings
is performed using an algorithmic technique called “factor
graphs”. Factor graphs [11] are a powerful tool for localizing
a robot given a series of measurements. The robot’s positions
at every time-step up until the current can each be represented
as a factor, and any measurements (e.g., odometry, range mea-
surements, etc.) can be represented as variables. Because there
exist libraries that can perform factor graph optimization very
fast, they have been used extensively for real-time robotics
applications [5], and we leverage the same.

IV. SYSTEM DESIGN

The core idea in uFindMe is to allow a robot to seek out a
package using wireless beaconing, aided by other sensors. The
robot can perform UWB ranging, or distance measurements,
with the UWB device inside the target package. However,
mere distance measurements are not sufficient for the robot to
approach the package; we need relative location of the package
with respect to the robot’s position. Usually, UWB positioning
is performed with the aid of several UWB anchors—providing
a set of distance measurements from a diverse set of vantage
points—solving a multilateration problem. However, we desire
to perform such positioning using a single UWB on the robot.
A key question we must answer is how can a single robot,
which can only be at a single vantage point at a time, obtain
the relative position of the package?

We see an opportunity in the fact that the robot is mobile.
While a single robot cannot provide distance measurements
from several vantage point simultaneously, it can indeed move
to different locations and measure distance to the package from
those locations, producing several distance measurements for
multilateration, over time. This idea is known as creating a
synthetic aperture. While using a synthetic aperture approach
seems promising, it hinges on our ability to estimate the
robot’s own location precisely as it moves to collect ranging
data. Thus, we must answer another question: Is it possible
to determine the robot’s own location as it moves to collect
distance measurements with the package from different vantage
points?

In answering the above question in the affirmative, we make
two key observations: (1) robots are frequently instrumented
with odometry sensors that can estimate the robot’s moving
direction, velocity, and distance traveled; and (2) the stationary
target package which the robot performs wireless ranging with,
can itself serve as a reference point. These observations help
us ground our methodology to obtain relative localization of
packages, which is necessary for the end-to-end robotic seek
system, but not sufficient. Localization alone is insufficient
because, once the relative location of the target package is
known, the robot cannot simply take the straight-line shortest
path to the package. In our use-case, we expect other packages
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Fig. 3: Sample Factor Graph for 3 Timesteps

and objects to be scattered in the environment making it
challenging for the robot to navigate to the target. We therefore
use a LiDAR setup for obstacle avoidance and navigation.

The above discussion has led us to three subsystems of
import to realize an end-to-end robotic seek system: (i) Track-
ing the robot’s own location with respect to the package,
(ii) creating an appropriate synthetic aperture through robotic
movements, and (iii) a joint obstacle avoidance and navigation
mechanism. We discuss these subsystems next.

A. Tracking the Robot’s Own Location

We have two sources of information, one from the robot’s
odometry sensors and another from the UWB rangings be-
tween the robot and the target package, which can be fused
to obtain the robot’s own location, in relative terms, with
respect to the target package. We model the fusion as a
factor graph problem where the robot’s positions are a set
of variables and the odometery readings and package-robot
distance estimates are factors. Figure 3 shows an illustrative
factor graph with three successive robot positions (z1, x2, x3)
and the package’s position (¢) modeled as variables. Factors
between robot positions (edges in the factor graph) correspond
to odometry measurements, while factors between a robot
position and that of the target package correspond to the UWB
ranging measurement made at that position.

Normally, relying on odometry measurements for position
estimates would lead to significant drift as error accumulates
[5]. However, because we are continuously measuring distance
with respect to a fixed landmark (the target package), there
is very little drift in our position estimates. Additionally,
while uFindMe only relies on wheel encoder-based odometry,
additional types of odometry can be easily added simply by
creating new factors between position variables. For instance,
a visual-inertial or LiDAR odometry factor could be added
between each position variable z; and a following x;4 for
some k > 1 to improve the accuracy of the position estimates.
However, we have avoided using visual information since in
our use-cases the surrounding environment may change rapidly
causing visual markers to go stale quite frequently. Similarly,
previous approaches have also used loop closures to improve
factor graph localization accuracy. However, in our use-case,
with the exception of creating the synthetic aperture, the robot
is exclusively moving towards a single point of interest (the
target package). Hence, relying on loop closures would not
help.



Right Triangle Eq. Triangle Eq. Triangle
Straight Line (Open) (Open) (Closed)
20
£
~ 15
A
o
=
fir] 10
&
O 5
= Wb
o T T T T T T T T T T T T
0 180 360 0 180 360 0 180 360 0 180 360

Tag Angle (Degrees)

Fig. 4: Comparison of Different Synthetic Aperture Shapes

B. Creating a Synthetic Aperture

When we initiate our algorithm, the only information the
robot has regarding the location of the target package comes
from the current UWB two-way ranging measurements. To
determine where the target package is located, the robot
must move to different locations and multilaterate the target
package’s position. We call this process of moving and then
measuring distance from a different vantage point, a synthetic
aperture, similar to the nomenclature used in [6]. Throughout
the robot’s movement describing the synthetic aperture, the
robot continuously performs distance measurements with the
package procuring several measurements to help the target
localization process.

A natural question then is: what is the optimal shape of a
synthetic aperture? We must consider the worst-case location
of the target package when analyzing how different synthetic
apertures perform. Figure 4 shows the mean error in target
package localization as the angular placement of the package
varies, for four synthetic apertures. In this simulation, real-
world data is used to create a Gaussian distribution of distance
estimates as the robot is simulated to move over a fixed-length
trajectory drawing different shapes. For each shape, the target
package is placed 10 meters away from the robot’s initial
position. 64 different equally-spaced angles are considered
creating a circle around the robot. The robot then travels a
total of 4 meters along a specified synthetic aperture shape
and estimates the location of the target package. Here, “open”
triangle refers to a triangle missing one of its side (longest
side missing for the right-angled triangle).

We observe from our simulation that the linear placement
and open right-angled triangle perform quite well when the
target package is located at certain angles, but incur significant
errors at other angles. However, both an open equilateral
triangle and a closed equilateral triangle perform similarly well
for all possible package locations, with a closed equilateral
triangle performing slightly better. Given the stability in mea-
surements demonstrated by the closed triangle, and the benefits
of a rather compact synthetic aperture, we have decided to use
closed equilateral triangle for our evaluation.

C. Obstacle Avoidance and Navigation

Once the robot has performed the synthetic aperture, it will
know the target package’s location with fairly high accuracy.
The robot will then begin navigating towards the package.

Since we assume no prior knowledge about the environment,
while the robot may embark on a shortest-path journey, it must
respond to hurdles caused by other objects in its path. The
robot detects obstacles using the on-board LiDAR sensor and
navigates around the obstacles. As the robot travels towards the
target package, it will continue to perform two-way ranging
and update its estimate of the package location. If this new
estimate is sufficiently different from the prior estimate, the
robot will re-route, accommodating occasional small-scale
movements of the target package. This approach can indeed
be often sub-optimal, since the robot can get stuck due to
unforeseen obstacles. However, in a static environment with
enough exploration (and random motion when no apparent
path can be found), the entire space can be mapped.

V. IMPLEMENTATION

The UWB devices at the robot and inside the target package
are designed using the DWM1000 UWB modules controlled
by a Cortex MO microcontroller. UWB devices are run at
4 G H z center frequency and 1 GH z bandwidth. They perform
ranging measurements at approximately 20Hz. We average
several readings to obtain a more reliable distance estimate and
feed the averaged readings to the robot’s navigation system at
about 2Hz.

The factor graph in our approach is implemented using
GTSAM [4]. Whenever the robot receives a two-way ranging
measurement from the onboard UWB, a new factor is added
using this measurement, as well as the robot’s odometry read-
ings. The factor graph is then re-optimized to simultaneously
localize both the robot and the target package. To perform op-
timization, GTSAM requires an associated variance metric for
all measurements. Because we used a differential drive robot,
we had two types of odometry measurements—translational and
rotational-in addition to the two-way ranging measurement.
The associated variances were determined empirically by
collecting hundreds of measurements and comparing them to
ground truth data collected via video samples from a ceiling-
mounted camera; however, we do not claim innovation in
those.

All interfacing with the robot is performed using ROS2.
UWB two-way ranging readings, as well as robot odometry
readings are published on ROS2 topics. These readings are
then input into a GTSAM factor graph, which is optimized
and outputs both the tag and robot location. These values are
published to another ROS2 topic, and a goal pose is output
to the Nav2 ROS2 library. The Nav2 library is then used to
navigate the robot to the target package.

Our experimental platform used a Clearpath Robotics
TurtleBot4 differential drive wheeled robot, shown in Figure 1.
The effectiveness of our approach was evaluated at different
levels of clutter in an atrium (see Figure 2).

VI. EMPIRICAL RESULTS

Our evaluation is designed to primarily answer the following
three questions: (1) How much extra distance does the robot
have to travel to get to the target when the environment



contains significant clutter? (2) How does this compare to al-
ternative approaches which require pre-existing infrastructure?
(3) Does target package localization error increase when there
is significant clutter?

To answer these questions, we performed four trials with
progressively increasing amount of clutter in the robot’s path
from its initial location to the target package.

A. Experimental Setup

In each trial, we placed a target package containing a UWB
tag approximately 6 meters away from the robot’s starting
location. The robot’s initial position and the location of the
package remained the same in all four trials, but the level of
clutter, created using other cardboard boxes, was progressively
increased. One such trial is depicted in Figure 2.

In each trial, the robot navigated towards the target package
using our algorithm. For all trials, we used a closed equilateral
triangle synthetic aperture with side length 2 meters. We
then recorded the factor-graph-corrected odometry readings
from the robot as it traveled towards the target package, as
well as measured the robot’s final distance from the target
package using a tape measure. Additionally, we compared the
performance of our algorithm in each trial to two alternative
approaches:

1) Infrastructure-Based Approach: The trial area is first
mapped using the TurtleBot4’s built-in SLAM package [14].
Then, the robot and target package are each localized within
this reference frame using 4 infrastructure UWBs and the
time-of-arrival algorithm described in [13]. An optimal path
between the two points is calculated using the saved map, and
the robot navigates to the target package.

2) Oracle: Assuming perfect global knowledge (like an
Oracle), not mapped through the robot’s sensors, but rather
hand-crafted using a photo of the cluttered space, the Oracle
gives the shortest path length from the robot’s initial location
to the target package. It serves as a best-possible baseline.

B. Results

The trajectory of the robot for our approach in all four
trials with progressively cluttered environments is shown in
Figure 6 (blue line). This trajectory can be compared with the
trajectories obtained from first mapping the environment (red
line), and the oracle (cyan line). The distances between the
target package and final location of the robot obtained from
our approach and an infrastructure-based approach is listed in
Table I. Additionally, we compute the total path length for
each approach, which is shown in Table II, with and without
counting the synthetic aperture.

In the first three trials, we see that our approach performs
comparable to the infrastructure-based approach. After the
robot completes traversing its synthetic aperture, the route that
it takes to the target package is near-optimal (see Fig. 6).
Furthermore, it is able to navigate very close to the target
package, though not quite as close as the infrastructure-based
approach, due to biases in UWB measurements (see Table I).

Note that the infrastructure-based approach will require sig-
nificantly more hardware. However, in the fourth trial, we see
one of the shortcomings of our algorithm. By construction,
this environment contains a set of obstacles that are hidden
from the robot’s LiDAR scan in its initial positions. Because
our approach is infrastructure-free, the robot must explore the
environment in its immediate vicinity in order to see these
obstacles. Thus, while the robot is able to localize the target
package with high precision, the route that it plans is sub-
optimal and results in excess movement.

Nevertheless, we observed that the error between the es-
timated position of the target package and the true location
of the target package after performing our synthetic aperture
remains less than one meter across all of our trials. Note
that while the infrastructure-based approach performs better,
it would need frequent re-scans of the whole area as obstacles
change over time. Fig. 5 shows the area explored by LiDAR.

VII. FUTURE WORK AND CONCLUSION

We have identified two potential areas for future research.
Firstly, in addition to the shape of the synthetic aperture, it is
likely that the size of the aperture also impacts localization er-
ror. Further analysis is required to understand the relationship
between errors, time, and the surrounding environment. Due
to constraints on the size of our test-bed, this will need to be
explored in the future. Secondly, leveraging prior knowledge of
the surroundings may enhance our exploration process. Rather
than heading directly towards the target package, it may be
beneficial to initially take a route with minimal clutter and
then navigate to the package from there.

uFindMe presents a novel approach for autonomously seek-
ing a package in a cluttered environment. Motivated by Ap-
ple’s phone and watch apps for finding lost objects via UWB
ranging, we have created a robotic system which combines
LiDAR data and continuous two-way ranging, to perform
similar actions. We expect uFindMe will spark interest both
in the mobile computing community as well as robotics
community and inspire others to take advantage of the new
UWRB sensor now entering the phone ecosystem.
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[ [ Trial 1 | Trial 2 | Trial 3 | Trial 4 |
0.03m 0.42m 0.53m 0.77m
0.12m 0.06m 0.13m 0.08m

Our Approach
Infrastructure-Based

TABLE I: Final Distance Between Robot and Target Package

[ [ Tl [ T2 [ T3 [ T4 ]
Our Approach
No Synthetic Aperture 12.6m | 12.5m | 13.2m | 21.Im
Our Approach 6.4m 6.2m 6.2m 14.3m
Infrastructure-Based 6.4m 6.5m 6.1m 7.2m
Oracle 5.8m 5.9m 5.9m 6.7m

TABLE II: Total Distance Traveled to Find Target Package
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Fig. 5: Explored area according to the LiDAR scans after the robot has reached the target package. The increased clutter in each successive

trial is visible as purple obstructions.
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Fig. 6: Experimental results with progressively more cluttered environment in each trial.
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