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Figure 1: An example of one stimulus from this study, showing the forecast order manipulation. Participants in the condition that
presented the lowest forecast first started with A. Participants in the condition that showed the forecast closest to the mean first
started with B. Participants in the condition that showed the highest forecast first started with C. After requesting at least two
additional forecasts (as in D), all of the participants had the same information.

ABSTRACT

Although people frequently make decisions based on uncertain
forecasts about future events, there is little guidance about how best
to represent the uncertainty in forecasts. One common approach is
to use multiple forecast visualizations, in which multiple forecasts
are plotted on the same graph. This provides an implicit represen-
tation of the uncertainty in the data, but it is not clear how many
forecasts to show, or how viewers might be influenced by seeing
the more extreme forecasts rather than those closer to the mean.
In this study, we showed participants forecasts of wind speed data
and they made decisions based on their predictions about the future
wind speed. We allowed participants to choose how many fore-
casts to view prior to making a decision, and we manipulated the
ordering of the initial forecasts and the cost of each additional fore-
cast. We found that participants viewed more forecasts when the
outcome was more ambiguous. The order of the forecasts had little
impact on the participants’ decisions when there was no cost for the
additional information. However, when there was a cost for each
forecast, the participants were much more likely to make a guess
based on only the first forecast shown. In this case, showing one of
the extreme forecasts first led to less optimal decisions.

Index Terms: Uncertainty visualization, decision making.

1 INTRODUCTION

Reasoning about uncertainty is difficult even under the best of cir-
cumstances, because a well-reasoned decision can still led to a neg-
ative outcome [5, 10]. Visualizations of uncertain information can
help viewers to gain a better understanding of the uncertainty and
make better decisions [7, 20]. However, it is often unclear how best
to represent uncertain information.

In addition to questions about how to represent information
about uncertainty, there are also questions about how much infor-
mation to show. Such questions arise in situations where people
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must make decisions based on forecasts of future phenomena, in-
cluding decisions about weather forecasts, public health informa-
tion, stock prices, electric power generation, and a variety of other
scenarios. In these scenarios, forecasts may be produced by running
multiple iterations of one or more models. There are several ways
to visualize the uncertainty in a set of forecasts (e.g., distributional
visualizations [14, 18], summary annotations [28], and hypothet-
ical outcome plots [11]). In practice, a common way to present
this information is in the form of multiple forecast visualizations
(MFVs), in which multiple time series forecasts are plotted in the
same graph. This representation provides an implicit representa-
tion of uncertainty by enabling a visual comparison of the differing
forecasts [19].

There are many nuances involved in designing MFVs. For exam-
ple, should the visualization include the best-case and worst-case
scenarios, or only the most likely scenarios? Should these visu-
alizations use a fixed number of forecasts so as not to overwhelm
the viewer with too much information, or does the optimal number
of forecasts vary in different situations? Does the order in which
the forecasts are presented influence how people reason about dif-
ferent possible outcomes? Despite the fact that this type of uncer-
tainty visualization is used in many domains, there are currently no
principled methods to decide how many forecasts to show, which
forecasts to show, or how to show them [18].

In this study, we investigated decision making under uncertainty
using a task inspired by electric grid operations. Specifically, we
used a mock public safety power shutoff (PSPS) scenario [25]. A
PSPS can be used to prevent wildfire ignition in weather conditions
where there is high fire danger, such as when there is dry vegeta-
tion, low humidity, and high winds. The decision to enact a PSPS is
a measure of last resort and has substantial impacts on customers,
yet it may be necessary to prevent the larger impact of sparking a
wildfire. Electric utilities must make this high-consequence deci-
sion based on uncertain data, such as wind speed forecasts, yet the
decision makers may not have good representations of the uncer-
tainty in the forecast. This is a scenario in which MFVs displaying
the results of multiple weather models might help decision makers
to gain a better understanding of the uncertainty in the weather fore-
cast, allowing them to make better decisions about when to imple-
ment a PSPS. However, it is unclear how those MFVs should be de-



signed to best support comprehension of uncertainty and risk. This
study represents a step towards developing principled approaches
for designing MFVs to support decision making in electrical grid
operations as well as other domains.

1.1 Related Work

Designing effective representations of uncertainty that support
comprehension and unbiased decision making is extremely chal-
lenging. Prior studies have shown that different representations
of the same uncertain information can lead to different patterns of
decision making [1, 2, 3, 4, 5, 11, 15, 16, 22, 29]. Visual repre-
sentations of uncertainty can also produce visual-spatial and cogni-
tive biases, leading to misinterpretations and suboptimal decisions
[7, 20, 21, 26]. Providing too little information about uncertainty
can lead to poorer understanding of the data and lower levels of
trust [18], but providing too much information to viewers can be
counterproductive, leading to errors and declining performance on
tasks [9].

MFVs allow viewers to compare the outputs of multiple fore-
casting models or multiple iterations of the same model within
the same graph. The differences between the forecasts provide
an implicit representation of the uncertainty in the forecasted phe-
nomenon. This visualization technique has been studied in the con-
text of weather forecasting [13, 14] and models of disease spread,
particularly in the context of COVID-19 [12, 18, 19]. One of the key
challenges in designing MFVs is selecting which and how many
forecasts to show. Showing more forecasts increases viewers’ trust
and their ability to predict future trends, with diminishing returns
beyond 6-9 forecasts [18]. Showing too many forecasts leads to vi-
sual clutter and makes the patterns challenging to interpret. Downs-
electing to a representative subset of forecasts can support better
comprehension of the uncertainty and the likely outcomes [13].
However, the best approach to the downselection process remains
unclear. Worst-case scenarios are often important to decision mak-
ers, but including extreme forecasts can decrease viewers’ trust in
the forecasts and make interpretation of the forecasts more difficult
[18].

1.2 Overall Approach to Evaluating the Effects of Fore-
cast Number, Order, and Cost in MFVs

In this study, we sought to address some of the questions about the
design of MFVs by giving participants control over how many fore-
casts they viewed before making a decision. The experiment used
a mock public safety power shutoff (PSPS) scenario [25] in which
participants were asked to play the role of an electric grid opera-
tor monitoring an electric circuit in an area with high fire danger.
In this task, high wind speeds were considered to be risky because
they could cause live power lines to be blown down and spark a
wildfire. The participants were instructed to turn off the circuit if
they thought that the wind speed would go above 50 miles per hour
(mph). Shutting off the circuit incurred a small cost, representing
the fact that utilities in the real world incur costs when they shut
down portions of the electric grid in a PSPS scenario. However, if
participants left the circuit on and the wind speed ended up cross-
ing the 50 mph threshold, they incurred a larger cost, representing
the risk of sparking a wildfire. As in real life, they had to rely on
uncertain weather forecasts in order to make their decisions.

On each trial in the experiment, the participants could view up
to 20 forecasts of the wind speed, adding forecasts to the graph
one at a time by clicking a button. We manipulated the riskiness
of the situation and the ambiguity of the outcome by changing the
probability of the wind speed going too high. The forecast sets
were systematically manipulated to vary how many of the forecasts
crossed the critical 50 mph threshold. In some cases, all of the fore-
casts were well above or well below the threshold, so the correct
decision was clear to participants. In other cases, the outcome was

ambiguous, such as when 50% of the forecasts crossed the thresh-
old. In this case, the participants had to weigh the risk of the wind
speed going too high against the cost associated with turning the
circuit off. Even if they made the most “optimal” decision based on
the likelihood and costs of each outcome, the outcome might still
be undesirable. This reflects the challenges inherent in reasoning
about uncertain information [5, 16].

In addition to manipulating the percentage of the forecasts that
crossed the critical threshold, we also manipulated the order in
which the forecasts were shown. In some conditions the order was
random. In other conditions, the order of the first three forecasts
was fixed so that the first forecast the participants saw was the high-
est forecast, the lowest forecast, or the forecast closest to the mean
(see Fig. 1 for examples). We expected that seeing one of the ex-
treme forecasts (the highest or lowest) first might change the partic-
ipants’ behavior, either leading them to seek more information prior
to making a decision, or biasing their decisions via the anchoring
effect ([24]; for recent review, see [8]). In other words, if partici-
pants saw the highest forecast first, they might be more cognizant
of the worst-case scenario than if they saw the lowest or an inter-
mediate forecast first. This might lead to more risk-averse decision
making (choosing to shut down the circuit in less risky situations),
or it could lead participants to view more forecasts before making a
decision. Similarly, when participants saw the lowest forecast first,
they might underestimate the risk of the situation and make a poor
decision, or they might seek out more information prior to making
their decision.

Finally, we manipulated the costs of obtaining additional fore-
casts. In some cases, the additional forecasts were free and the only
cost to participants was the time needed to generate each additional
forecast. In other cases, participants had to pay for each additional
forecast. The cost manipulation was intended to reflect the fact that
it often costs time and/or money to obtain additional information in
real-world decision making tasks.

Based on recent research on trust in MFVs [18] and another on-
going experiment using a similar mock PSPS task, we made the
following predictions:

* Participants would generally view 3-6 forecasts before mak-
ing a decision.

e The number of forecasts viewed would increase in cases
where it was unclear whether the wind speed could cross the
critical threshold.

* The number of forecasts viewed would decrease when partic-
ipants were required to pay money to get additional informa-
tion.

¢ The order in which the forecasts were presented would im-
pact the number of forecasts the participants viewed and their
shutdown decisions. Specifically, we expected that partici-
pants would seek more information when they saw one of the
most extreme forecasts (the highest or lowest) first, and that
this initial impression might bias their decisions to be more or
less risk-averse.

Our experiment found that the participants were very sensitive to
the cost manipulation, preferring to guess and risk a penalty rather
than paying for additional information. In this case, when their de-
cisions were based on only one forecast, we found that beginning
with one of the extreme forecasts biased the participants’ decisions.
On the other hand, when there was no cost for the forecasts, the par-
ticipants tended to view around 5-6 forecasts before making a deci-
sion, and the order in which the first three forecasts were shown had
no effect on their subsequent decisions. These results are consistent



with prior work suggesting that MFVs with around 6 forecasts pro-
vide enough information for a reasonably good decision [18]. How-
ever, our findings also highlight some of the drawbacks of assess-
ing decision making under uncertainty via crowd sourced studies,
where participants’ incentives are vastly different from what they
would be in a real-world scenario.

2 MEeTHODS
2.1 Participants

This project was reviewed and approved by the Human Studies
Board at Sandia National Laboratories. The participants were re-
cruited via Amazon Mechanical Turk. They were required to have a
Mechanical Turk “master” qualification, to be located in the United
States, and to have successfully completed a pre-test consisting of
a variety of individual differences measures [16]. The primary pur-
pose of the pre-test was to screen out bots, ensuring a high-quality
participant pool. The participants were paid $1.50 for completion
of the pre-test and $2.50 for the main task. Participants were also
given a bonus payment based on their performance in the main task
(described in more detail below). There were 24 participants in
each of the eight experimental lists, for a total of 192 participants.
The sample size was based on a power analysis using the results of
a study with a related task, which had an effect size of 0.34.

2.2 Task and Materials

The participants were instructed that they were monitoring a part
of the electric grid in an area with high fire danger. They were told
that on each trial, they would see a line graph showing the wind
speed over the past hour and a forecast of the wind speed over the
next hour. They were instructed to shut down the electric circuit if
they thought that the wind speed would go above 50 miles per hour
(mph) within the next hour and to leave the circuit on otherwise.
Their decisions were associated with costs and penalties, which are
explained in the next section.

The materials for this experiment consisted of sets of wind speed
forecasts presented as MFVs. Each stimulus showed the wind speed
over the past hour and had a set of forecasts that predicted the wind
speed over the next hour. Each stimulus had 20 forecasts with a nor-
mal distribution. To create visual variety among the stimuli, there
were seven different wind speed ‘““shapes,” that varied in terms of
the spread of the forecasts and their trajectories prior to the end of
the forecast window. All of the shapes had a trajectory that gener-
ally trended upwards during the forecast window, with the majority
of the individual forecasts peaking at the end of the window. This
design choice was made because pilot testing showed that some
participants were unsure of how to respond to forecasts that crossed
the 50 mph threshold briefly before declining again. To avoid con-
fusion, we only used stimuli where the majority of the forecasts
in the set had trajectories that stayed above the threshold if they
crossed it during the forecast window.

The forecasts were shifted on the graphs to manipulate what per-
centage of the forecasts crossed the critical threshold of 50 mph
when all 20 forecasts were shown. There could be 0%, 5%, 25%,
50%, 75%, 95% or 100% of the forecasts crossing the threshold at
the end of the forecast window. These conditions were selected so
that there were some cases where it was clear that the participants
should leave the circuit on (the 0% and 5% crossing conditions),
some cases where it was clear that the circuit should be turned off
(95% and 100% crossing conditions), and others where the correct
decision was less clear, but the riskiness of the situation varied (the
25%, 50% and 75% crossing conditions). Examples of the seven
wind speed shapes and the seven Percent Crossing conditions are
shown in Fig. 2.

Each trial began with only one wind speed forecast shown. The
participants could choose to get more information by clicking on a
button labeled “Add Forecast.” Each time they clicked this button,

another forecast was added to the graph. There was a short delay
of 500 milliseconds (ms) before the new forecast appeared. The
participants were told that clicking this button ran a weather fore-
casting model that produced another wind speed forecast for the
area that they were monitoring. In reality, the forecasts were pulled
from the pre-generated sets in a pre-determined order.

The participants were instructed that they could view up to 20
forecasts on each trial and that viewing more forecasts would pro-
vide them with information about the range of the wind speed pre-
dictions, which might help them to make a better decision. They
were shown an example with all 20 forecasts in which 5 of the fore-
casts (25%) crossed the 50 mph line. They were told that in this
situation, they could assume that there was a 25% chance that the
actual wind speed would cross the threshold and a 75% chance that
it would stay below the threshold. The participants were told to do
their best to make a prediction based on the forecast information
and to add as many forecasts as they felt were needed to make a
good decision.

On each trial, when the participants were ready to make a deci-
sion, they clicked one of two buttons, to either “Leave On” or “Turn
Off” the circuit. Then they saw a the outcome for that trial. The
outcome screen stated whether or not the wind speed had crossed
50 mph and showed a plot of the actual wind speed. The actual
wind speed was always one of the 20 forecast lines (although the
participants may not have seen that particular forecast if they did
not chose to view the entire set). The line depicting the actual wind
speed was colored red if it had crossed the 50 mph threshold and
black if it had not. The outcomes were predetermined based on the
percentage of forecasts that crossed the critical threshold. For ex-
ample, the actual wind speed went above 50 mph in three of the
four stimuli in which 75% of the forecasts crossed the threshold.
The outcome screen was shown for 1500 ms, then a blank screen
was displayed for 500 ms before the next trial began. The partici-
pants were instructed that all of the trials were independent of one
another, and that the outcome of one scenario had no bearing on the
outcome of subsequent scenarios.

Each participant completed two practice trials and 34 real tri-
als. The practice trials were presented first, then the 34 real trials
were presented in a different random order for each participant. The
randomization was intended to minimize the effects of learning and
stimulus order on any given stimulus. There were four trials in each
of the 0%, 5%, 75%, 95% and 100% crossing conditions. The 25%
and 50% crossing conditions had seven trials each. We expected
to see more variability in participants’ responses to those two con-
ditions because they were on either side of the optimal decision
boundary (explained in more detail in Section 2.3.3).

At the end of the experiment, the participants were asked if they
had noticed anything about the order in which the forecasts were
presented within each trial. The whole experiment, including the
instructions, took about 10 minutes to complete. The stimuli and
the code used for data collection are provided in the Supplemental
Materials.

2.3 Experimental Manipulations

In addition to the Percent Crossing manipulation that was built into
the stimuli as a within-subjects variable, this experiment tested two
between-subjects manipulations: the order in which the first three
forecasts were presented and the costs associated with obtaining
additional forecasts.

2.3.1 Manipulation of Forecast Order

The forecast order manipulation allowed us to test the influence of
the first plot shown on the number of forecasts viewed and on the
participants’ decisions. Each participant was assigned to only one
forecast order condition. There were five possible orders:
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G -100% Crossing +  Each image shows one of the seven different wind speed shapes used in the
Nt experiment. These varied in their trajectory and in the spread of the forecasts.

+ Each image shows the forecasts that were highest, lowest, and closest to the
mean among the set of 20 total forecasts for that wind speed shape. This was
calculated based on the forecasted wind speed at the end of the forecast window.

» The Percent Crossing manipulation was based on the full set of 20 forecasts for

each stimulus. The entire set of forecasts was shifted in the plot to meet each of
0 the percent crossing criteria. This was determined using the values at the end of
the forecast window.

Figure 2: The seven subfigures show the seven Percent Crossing conditions as well as the seven different wind speed shapes that were used
to add variability to the stimuli. Each example shows a subset of three of the 20 total forecasts for that stimulus - the highest, lowest, and the

closest to the mean.

* Random: The order of the forecasts was randomized. The
same pre-determined random order was shown to all partici-
pants.

* High-Low-Mean (HLM): The first forecast shown was the
highest in the set. If the participant requested a second fore-
cast, that forecast would be the lowest in the set. The third
forecast requested would be the one closest to the mean of
the set. Any additional forecasts requested would appear in a
pre-assigned random order.

* Low-High-Mean (LHM): The first forecast shown was the
lowest in the set, the second was the highest, and the third
was the closest to the mean.

* Mean-High-Low (MHL): The first forecast was the one clos-
est to the mean, the second was the highest, and the third was
the lowest.

¢ Mean-Low-High (MLH): The first forecast was the one clos-
est to the mean, the second was the lowest, and the third was
the highest.

Note that the participants in all of the conditions other than the
Random condition saw the entire distribution of possible forecasts

for any given item by the time they had viewed the first three fore-
casts. This design choice was made based on pilot studies and con-
current research suggesting that participants would generally make
very few clicks before making a decision. Our goal was to assess
the impact of the initial forecast (whether it was at one of the ex-
tremes or close to the mean) on participants’ decision making, so
we wanted the overall information available to them to be as con-
sistent as possible across conditions. Therefore, all participants had
the same information about the overall range of the forecasts if they
made two or more clicks prior to making a decision. An example of
what participants saw for one particular stimulus (in the 50% cross-
ing condition) is shown in Fig. 1. The figure depicts the first fore-
cast that participants saw when they began with the lowest, mean,
or highest forecast, as well as what the stimulus looked like once a
participant in any of those conditions had requested two additional
forecasts.

2.3.2 Manipulation of Forecast Cost

The second key manipulation imposed a cost of one cent for each
additional forecast. This cost was intended to reflect the real-world
costs of obtaining more data, such as the cost of installing weather
stations in more locations or the time costs of running additional
models. This was also a between-subjects manipulation; partici-
pants were assigned to either the cost or no-cost condition.



Since we were interested in how the first forecast shown im-
pacted the participants’ behavior, we focused on the order condi-
tions in which the highest or lowest forecast was shown first, with
the Random order condition as a control. Therefore, we included
three of the order conditions in the cost manipulation: Random-
Cost, HLM-Cost and LHM-Cost. These were compared to the
Random, HLM, and LHM conditions which did not impose a cost
for each additional forecast.

2.3.3 Costs Associated with Participant Decisions

As in prior research [5, 16], the participants’ decisions were asso-
ciated with monetary incentives and costs. This gave participants
a stake in the outcome, encouraging careful decision making in the
face of uncertainty. It also allowed us to establish an optimal thresh-
old for the leave on/turn off decision based on the expected value
of each decision. The participants were not informed of the optimal
strategy, and we did not expect them to behave as rational agents.
Indeed, even if they calculated the expected value for each decision
on their own, the probabilistic nature of the outcomes meant that
their decisions would not always be correct. However, by build-
ing an optimal pattern into the experiment, we could compare the
participants’ shutdown decisions to the optimal pattern and deter-
mine whether the order and cost manipulations led to more or less
optimal patterns of decision making.

For all of the experiment conditions, the participants received a
monetary bonus each time they made a correct decision (shutting
the circuit off when the wind speed went above 50 mph or leaving
it on if it did not). Each time they chose to shut down the circuit,
they incurred a small cost that was subtracted from their bonus.
This cost was intended to reflect the fact that shutting down part
of the electric grid is costly in real-world PSPS scenarios. It was
also intended to deter participants from choosing to shut down the
circuit on every trial. On the other hand, if the participants chose
to leave the circuit on when the wind speed crossed 50 mph, they
incurred a much larger penalty (five times larger than the cost of
shutting down the circuit).

The participants began the task with a small starting bonus that
allowed them to pay for shut downs and/or additional forecasts in
the early trials. The total bonus amount was tracked at the top of
the screen throughout the experiment, along with a reminder of the
cost structure. The bonus amount could go into the negative range.
At the end of the experiment, participants with a positive bonus re-
ceived the bonus payment in addition to the base payment for com-
pleting the task in Mechanical Turk. Participants who ended the
task with a negative bonus amount received only the base payment.

The cost structures differed between the cost and no-cost condi-
tions in the experiment because we wanted to incentivize the par-
ticipants in the cost conditions to pay for additional forecasts rather
than making a guess based on the first forecast they saw. They be-
gan with a higher starting bonus, had higher payments for correct
decisions, and had higher penalties if they failed to shut down the
circuit when the wind speed went too high. They also had to pay
more to shut down the circuit in order to maintain the same ratio
between the cost of the protective action and the cost of the penalty
across all of the experimental conditions. The costs for each ac-
tion/outcome in the cost and no-cost conditions are shown in Tab. 1.

Based on this cost/benefit structure, the participants would max-
imize the expected value of their bonus if they always turned the
circuit off when the chances of the wind speed crossing the thresh-
old were 50% or higher, and always kept it on when the chances
were 25% or lower. The expected value calculations are provided
in the Supplemental Materials. As mentioned above, the partici-
pants were not informed of the optimal strategy.

No-Cost Conditions Cost Conditions
Cost Per Forecast | 0 1
Cost of Shutdown | 2 5
Cost of Penalty 10 25
Bonus if Correct 5 10

Table 1: The cost and reward structure for the experiment, showing
the comparison between the conditions in which additional forecasts
cost money and those were additional forecasts were free. All values
represent cents in US currency.

2.3.4 Summary

In summary, we manipulated Forecast Cost as a between-subjects
factor with two levels (cost and no cost). We also manipulated
Forecast Order as a between-subjects variable with five levels for
participants in the no-cost condition (Random, HLM, LHM, MHL,
MLH), and with three levels for participants in the cost condition
(Random-Cost, HLM-Cost, LHM-Cost). This produced a total of
eight experimental lists. Within each list, we manipulated the per-
centage of forecasts crossing the 50 mph threshold as a within-
subjects factor. All of the lists contained the same 34 stimuli, so
the only differences between the conditions were the forecast order
and the forecast cost. Each participant completed only one list and
there were 24 participants in each condition.

We also conducted two pilot studies to explore the possible im-
pact of using a different cost structure or imposing a time cost in-
stead of a monetary cost. The results of these two pilot studies are
presented in the Supplemental Materials.

3 RESULTS

The data analysis scripts are provided in the Supplemental Materi-
als. Prior to the statistical analysis, we removed all trials in which
the participant’s response time (RT) was less than or greater than
three standard deviations from their personal mean RT. There were
a total of 117 trials excluded (out of 6,528), with no more than two
trials excluded for any participant.

3.1 Effects of Forecast Order

Our first analyses focused on the five no-cost conditions (Random,
HLM, MHL, MLH, and LHM). We assessed how the Forecast
Order and Percent Crossing conditions affected the number of fore-
casts viewed by the participants and how often they chose to shut
down the circuit.

3.1.1 Number of Forecasts Viewed in the No-Cost Condi-
tions

A 5x7 mixed ANOVA (with Forecast Order as a between-subjects
factor and Percent Crossing as a within-subjects factor) showed that
there was a significant main effect of the Percent Crossing manip-
ulation (F(6, 690) = 46.42, p < 0.001), but there was not a sig-
nificant main effect of Forecast Order or a significant interaction
between the two (both F's < 1). Post-hoc tests with Bonferroni cor-
rection showed that participants viewed more forecasts in the 25%
and 50% crossing conditions than in the 0%, 95%, or 100% cross-
ing conditions, where the correct decision was much clearer (all p
values < 0.01). This pattern was the same regardless of the order
in which the first three forecasts were presented. These results are
shown in Fig. 3.

3.1.2 Shutdown Rates in the No-Cost Conditions

Our second analysis compared the participants’ shutdown rates
for the no-cost conditions. This analysis also used a 5x7 mixed
ANOVA with Forecast Order as a between-subjects factor and Per-
cent Crossing as a within-subjects factor. Once again, there was a
significant main effect of Percent Crossing (F(6, 690) = 509.73, p
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Figure 3: Average number of forecasts viewed in each Percent
Crossing and Forecast Order condition. The error bars show the
standard error of the mean.

< 0.001), but there was not a significant main effect of Forecast
Order (F < 1) or a significant interaction (F(24, 690) = 1.18, p =
0.29). Post-hoc tests with Bonferroni correction showed significant
differences in the shutdown rates for all pairs of Percent Crossing
conditions (all p values < 0.01) except for the comparisons of 0%
to 5% crossing and 95% to 100% crossing. These results are shown
in Fig. 4.

1.0 —
,#—-:‘i
Q 08'
©
g &
g |
3 0.6
2 Condition
P 04l - HLM
& w— MHL
0 == MLH
< 029 LHM
‘q/ Random
0.0
0 5 25 50 75 95 100

Percentage of Forecasts Crossing 50 mph

Figure 4: Average shutdown rate for each Percent Crossing and
Forecast Order condition. The error bars show the standard error
of the mean.

Overall, the participants shut down the circuit more often for the
conditions where more of the forecasts crossed the 50 mph thresh-
old. When the risk of the wind speed crossing the threshold was
very low or very high, the participants viewed fewer forecasts be-
fore making their decisions. For the conditions on either side of

the optimal decision boundary in this experiment (25% crossing
and 50% crossing), they gathered more information before decid-
ing what to do. However, the Forecast Order conditions had no
significant impact on the number of forecasts viewed or on the par-
ticipants’ decisions.

3.2 Effects of Forecast Cost

Our next set of analyses compared the Random, HLM, and LHM
Forecast Order conditions to the Random-Cost, HLM-Cost, and
LHM-Cost conditions. Our goal was to test how the Forecast Cost
manipulation interacted with the Forecast Order manipulation to
impact the number of forecasts the participants viewed and their
shutdown decisions.

3.2.1 Number of Forecasts Viewed

The first analysis used a 3x2x7 ANOVA with Forecast Order and
Cost as between-subjects factors and Percent Crossing as a within-
subjects factor. The ANOVA showed a significant main effect of
Cost (F(1, 138) = 77.74, p < 0.001), a significant main effect of
Percent Crossing (F(6, 828) = 31.94, p < 0.001), and a significant
interaction between the two (F(6, 828) = 10.28, p < 0.001). There
was not a significant main effect of Forecast Order, nor any signif-
icant interactions between Forecast Order and the other factors (all
Fs < 1). Post-hoc tests with Bonferroni correction showed that the
participants viewed significantly fewer forecasts when they had to
pay one cent for each forecast, regardless of the Forecast Order or
Percent Crossing conditions (all p values < 0.001). The participants
in the Cost conditions still viewed more forecasts in the 25% and
50% crossing conditions than they did in the 0% and 100% condi-
tions (all p values < 0.05), but they viewed many fewer forecasts
overall. The results are shown in Fig. 5.

. = HLM LHM Random
Condition

== HLM-Cost == | HM-Cost == Random-Cost

Average Number of Forecasts Viewed

0 5 25 50 75 95 100
Pecentage of Forecasts Crossing 50 mph

Figure 5: Average number of forecasts viewed in each Percent
Crossing and Forecast Order condition. The error bars show the
standard error of the mean.

3.2.2 Shutdown Rates

Another 3x2x7 ANOVA was used to analyze the participants’ shut-
down rates across conditions. This analysis found a significant main
effect of Forecast Order (F(2, 138) = 7.03, p < 0.01), a significant
main effect of Percent Crossing (F(6, 828) = 544.45, p < 0.001),
and significant interactions between Forecast Order and Cost (F(2,



138) =5.72, p < 0.01), Forecast Order and Percent Crossing (F(12,
828) =2.29, p < 0.05), and Cost and Percent Crossing (F(6, 828) =
9.82, p < 0.001).

Post-hoc tests with Bonferroni correction showed that in the No-
Cost conditions, there were no significant differences in shutdown
rates between the different Forecast Order conditions (all p values
> 0.6). However, in the Cost conditions, the participants’ shut-
down rates were significantly lower when the lowest forecast was
presented first than when the highest was presented first or when
the forecasts were presented in a random order (both p values <
0.01). This indicates that the participants in the Cost conditions fre-
quently made a decision based on the first forecast. Furthermore,
their decisions were less optimal. Their shutdown rates were sig-
nificantly higher (relative to the participants in the No-Cost condi-
tions) in cases where they should have left the circuit on (5% and
25% crossing; both p values < 0.01), and significantly lower in
cases where they should have shut the circuit down (50% and 75%
crossing; both p values < 0.01). Their shutdown rates did not dif-
fer significantly at the extremes (0%, 95%, or 100% crossing; all p
values > 0.05). These patterns can be seen in Fig. 6. In the Cost
conditions, when the highest or lowest forecast was presented first,
the participants’ shutdown rates increased linearly with the Percent
Crossing manipulation. This stands in contrast with the No-Cost
conditions, where there was a much larger jump in the shutdown
rates on either side of the optimal decision boundary between the
25% and 50% crossing conditions. These differences are much less
pronounced in the Random Order conditions, where the first fore-
cast shown was not one of the extremes.

There were some participants who rarely or never viewed any
additional forecasts. We identified 23 participants who requested
additional forecasts on two or fewer of the 34 trials. Fifteen of
those participants were in the conditions where there was a cost for
additional forecasts. The participants in this group tended to pay
higher performance penalties during the experiment. For example,
in the LHM-Cost condition, the participants who rarely requested
additional forecasts left the circuit on in 69% of the trials where
the wind speed crossed 50 mph, compared to an average of 34%
for the participants who requested forecasts more often. Leaving
the circuit on in this situation led to a 25 cent penalty, so these
errors had a substantial impact on the participants’ bonus payments
at the end of the experiment. The participants who rarely requested
forecasts ended with an average bonus of -15 cents, compared with
an average bonus of 81 cents for the other participants in the LHM-
Cost condition.

At the end of the experiment, the participants were asked if they
had noticed anything about the order in which the forecasts were
presented. Excluding the conditions where the order was random,
only 19 out of 144 participants correctly described the pattern they
had seen (i.e., “worst case first” or “the first forecast was low, the
second forecast was high, the third forecast was average”). The
vast majority of the participants failed to notice when the extreme
forecasts were presented first and stated that the order had been
random.

4 DISCUSSION

In this study, participants made decisions based on uncertain wind
speed forecasts. They began each trial with only one forecast, but
could request up to 19 additional forecasts before making a deci-
sion. We manipulated (1) the order in which the first three forecasts
were shown, and (2) the cost of obtaining additional forecasts. We
predicted that participants would request more forecasts in the con-
ditions where the outcome was unclear, and fewer forecasts in sit-
uations where the chances of the wind speed crossing the threshold
were either very high or very low. Consistent with this prediction,
we found a significant effect of the Percent Crossing manipulation
across all of the Forecast Order and Cost conditions. The partici-
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Figure 6: Average shutdown rate for each Percent Crossing and Cost
condition, grouped by the Forecast Order. The error bars show stan-
dard error of the mean.

pants requested more forecasts in the 25% and 50% crossing con-
ditions, which were on either side of the optimal decision boundary
based on the expected value of the different decisions in this task.

We also predicted that showing one of the extreme forecasts first
would bias the participants’ decisions. We expected that when the
first forecast shown was the highest, participants would be more
likely to shut down the circuit without seeking additional informa-
tion. Conversely, if the first forecast shown was the lowest, they
might decide to leave the circuit on without seeking additional in-
formation. However, in the conditions where there was no cost for
the forecasts, we did not observe any significant effects of Fore-
cast Order. The number of forecasts viewed by the participants and
the rate at which they shut down the circuit were driven by the risk
of the wind speed crossing the critical threshold (i.e., the Percent
Crossing manipulation) rather than the order in which the partici-
pants saw the initial forecasts.

The situation changed when participants had to pay for addi-
tional forecasts. We expected that the participants in these con-
ditions would request fewer forecasts overall. However, the par-
ticipants were strongly incentivized to request at least one or two
additional forecasts. In the HLM-Cost and LHM-Cost conditions,
requesting one additional forecast (paying one cent) would pro-



vide participants with the entire range of possible forecasts, which
should support reasonably good decision making. At the cost of
one cent, they could increase their chances of earning a 10 cent
bonus and avoiding a 25 cent penalty. However, the average num-
ber of forecasts viewed in these conditions decreased far more than
we expected. Several participants opted to guess based on a sin-
gle forecast rather than requesting any additional information. As
a result, the Forecast Order had a larger impact on the participants’
decisions. The participants who saw the lowest forecast first had
significantly lower shutdown rates than the participants in the other
groups. They were more likely to leave the circuit on in situations
where they should have shut it down and they ended up paying
many penalties. Similarly, the participants who saw the highest
forecast first were more likely to shut the circuit down in cases
where they should have left it on.

Notably, very few participants noticed the order of the forecasts.
Most believed the order to be random, even in the conditions where
one of the extreme forecasts was always shown first. It is possible
that the design of our stimuli minimized the impact of the forecast
order. In the HLM, LHM, MLH, and MHL conditions, the informa-
tion seen by the participants was identical by the time they had seen
three forecasts. At that point, the participants may have forgotten
the order in which the forecasts had appeared. If the participants
had seen several high forecasts or several low forecasts prior to see-
ing the other extremes or the intermediate forecasts, we might have
observed a larger effect of the forecast order in the no-cost condi-
tions.

Another notable result from this study was that the average num-
ber of forecasts that the participants viewed before making a deci-
sion was quite similar to the optimal range in prior work on COVID-
19 forecasting [18]. In the COVID-19 forecasting scenario, the par-
ticipants’ trust in the visualization and their ability to predict the
future trend in the data increased as the number of forecasts in-
creased, up to a plateau in the range of 6-9 forecasts. Despite using
a very different scenario, we found that participants in the no-cost
conditions tended to view about 5-6 forecasts before they felt com-
fortable with making a decision.

These findings have implications for the design of MFVs that
could be applied to a variety of decision-making scenarios in the
real world. Our experiments focused on a mock PSPS scenario, but
there are numerous other situations in the grid operations domain
in which people must make complex decisions based on uncertain
weather forecasts. As more sources of renewable energy are incor-
porated into the electric grid, the decision space will become even
more complex. Right now, the visualizations used by grid operators
rarely depict information about uncertainty (c.f. [6, 17, 23, 27]).
Our results from this task demonstrate that seeing a small set of
forecasts in an MFV led to better decision making than seeing only
one forecast. This implies that incorporating visualizations of un-
certainty, such as MFVs, could help grid operators to reason about
the uncertainty in the forecasts of wind speed, temperature, pre-
cipitation, and solar energy that they must incorporate into their
minute-to-minute decision making as they work to balance supply
and demand in the electric grid. However, adding visualizations of
uncertainty must be done thoughtfully, so as not to disrupt existing
workflows or overwhelm, bias, or confuse users. More research on
uncertainty visualization is needed, both in general and within this
specific domain.

5 LIMITATIONS

In this study, participants were tasked with making decisions based
on uncertain wind speed forecasts. The outcome of each scenario
was probabilistic, so good decisions could still lead to unexpected
negative outcomes. Although the probability of the wind speed
crossing the critical threshold had a substantial impact on the par-
ticipants’ decisions, as expected, the forecast order only influenced

their decisions when they had to pay for additional forecasts. These
findings demonstrate how the details of the task setup in a study
about reasoning under uncertainty can have a substantial impact on
the results. If we had only used conditions where participants had
to pay for forecasts, we would have concluded that the order of
the forecasts has a significant impact on decision making under un-
certainty. On the other hand, if we had only used conditions where
the participants did not have to pay for the forecasts, we would have
concluded that the forecast order had no effect. Since we used both,
one of our conclusions is that Mechanical Turk participants are ex-
tremely reluctant to part with any amount of their bonus payment,
even when a small expenditure could have led to overall gains.

The patterns that we observed highlight some of the limitations
inherent in doing crowd sourced studies. To develop a better un-
derstanding of how people reason about uncertainty visualizations,
it is often necessary to conduct cognitive studies with large sam-
ple sizes, and running those studies online has many benefits for
researchers. It enables us to gain a better understanding of the gen-
eral cognitive principles that influence visualization cognition. Ul-
timately, we want to apply these principles to help design visual-
izations that will support better comprehension and reasoning in
real-world tasks. Yet the factors that influence decision making in
an online experiment are very different from those that influence
decision making in real-world, high-consequence environments.

The task we used in this experiment is meant to be analogous
to a public safety power shutoff decision, in which a team of elec-
tric grid operators must implement emergency plans in situations
where the wildfire danger is extremely high. Those decision mak-
ers are domain experts who would have a good sense of when more
information is required to make a decision. It is unlikely that they
would be deterred by a small cost for obtaining that information.
They also have the ability to plan for and pay the costs of obtaining
additional information in advance of an emergency, such as by in-
stalling more weather stations in the field. They face a much more
complex decision space where incorrect decisions can have massive
costs to lives and property, and where decisions about gathering
more information to reduce uncertainty are made within a complex
budgeting and planning context that takes place over years, rather
than seconds. An online study that is simple enough for members
of the general public to understand cannot replicate the context or
the cognitive processes involved in the real-world task.

Yet, if our goal is to help decision makers in high-consequence
environments, we have to start somewhere. By trying different ex-
perimental paradigms in online studies, we can gain a better un-
derstanding of general patterns of human cognition and a better
understanding of the task characteristics that influence the results
of online studies. We will need to understand both before we can
generalize the findings from online studies to help with real-world
visualization design problems.

In our future work, we plan to use this experiment paradigm to
collect data from a small sample of grid operators. Our goal will be
to test whether or not their patterns of behavior in this task are sim-
ilar to those of the general public. Their patterns of decisions and
their feedback will provide insight into how MFVs could be used to
support good decision making in the face of uncertain information
in the grid operations domain. In addition, it would be beneficial to
conduct head-to-head comparisons between different types of un-
certainty visualizations, such as summary annotations (e.g., confi-
dence intervals) versus distributional visualizations (e.g., ensemble
or gradient plots), within the context of this domain.

This work raises other questions about reasoning about uncer-
tainty, MFV design, and experimental design that should be ex-
plored in future work. In particular, it is worth investigating
whether more extreme variations in the forecast order (such as pre-
senting multiple high forecasts or multiple low forecasts before pre-
senting forecasts from the rest of the distribution) or a larger gap in



time between the presentation of different forecasts would have a
larger impact on viewers’ interpretations of the risk level and their
subsequent decisions. There are real-world scenarios in which peo-
ple compare the results of different models, but might have access
to the result of one model long before seeing other predictions. The
order of the forecasts may have a larger impact if the viewer has
spent time engaging with the results of one model before seeing the
results of another. The viewer’s domain expertise and understand-
ing of the differences between the models is also likely to have an
impact in this kind of scenario. Considerations about the order in
which information is presented to people and how that might im-
pact their comprehension and cognitive processing are relevant to
many aspects of visualization and interface design.

With respect to experimental design, our findings indicate that
more consideration should be given to the incentive mechanisms
used in online experiments, as these can have a substantial impact
on the results. We have explored using alternative cost structures
and time costs rather than monetary costs (see the Supplemental
Materials), but more work in this area is needed so that researchers
can optimize their experimental designs.

6 CONCLUSIONS

This study found that participants viewed more forecasts prior to
making a decision when the outcome of the situation was most un-
clear, but they viewed many fewer forecasts overall when they had
to pay to get the additional information. Viewing fewer forecasts
led to suboptimal decision making, particularly when the first fore-
cast shown was one of the most extreme forecasts. This study pro-
vides converging evidence for the idea that there is an optimal range
for the number of forecasts presented in MFVs. Participants chose
to view around 5-6 forecasts (on average) prior to making a deci-
sion. However, if the correct decision was clear, such as when the
risk was very high or very low, they did not view as many fore-
casts. This suggests that the optimal range depends somewhat on
the nature of the decision and the data.

With respect to the question of which forecasts to show in MFVs
and in what order to show them, this study found that showing the
best-case or worst-case scenario first had very little impact, so long
as the participants viewed more than one forecast. Future work will
be needed to determine if this is the case in other scenarios, such
as when the worst-case scenario is more extreme, when some fore-
casts are outliers and predict an entirely different pattern from the
other forecasts, or when there is a substantial time delay between
forecasts. Additional research in this area will help practitioners to
make principled decisions about how to design MFVs that support
better understanding of uncertainty and better decision making.
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